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2D CNN to 3D CNN

d 2D CNN to 3D CNN

Image source:vhannibunny. github.io
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2D CNN to 3D CNN

d 3D CNN

3 frames //‘
3 channels (f

on each frame

16 frames
(or depth (D) = 16)

10 channels

Input size: [1, 16, 3, 32, 32] . xlgf‘;‘ggnv Output size: [1, 8, 10, 16, 16]

(batch size, D, C ,W, H) (padding = 1, stride =2) (batch size, D, C ,W, H)



2D Unet to 3D Unet

[ Review 2D Unet "o

DoubleConv(nn.Module) :

def __init_ (self, in_channels, out_channels):
) S super(DoubleConv, self).__init__()
64 self.conv = nn.Sequential(
nn.Conv2d(in_channels, out_channels, 3, 1, 1, bias=F
nn.BatchNorm2d(out_channels),

nn.ReLU(inplace=True),

inpu

i output nn.Conv2d(out_channels, out_channels, 3, 1, 1, bias=Fal
image p

_QI Ll o ] b b bt segmentation nn.Batchl‘:lm*mZd(out channels),

i gl &l & & map nn.ReLU(inplace=True)

)
© all & 2 def forward(self, x):
return self.conv(x)

UNET2D(nn.Module) :

f __init__(self, in_channels=3, out_channels=1, features = [64, 128, 25
super(UNET2D, self).__init__()
self.downsamplings = nn.ModulelList()
self.upsamplings = nn.ModuleList()

=»conv 3x3, ReLU self.pool = nn.MaxPool2d(2, 2)
copy and crop
¥ max pool 2x2 for feature in features:
* up-conv 2%2 §elf.(Iuwnsamplings.append(Doul)'LeConv(in_channels, feature))
in_channels = feature
=» conv 1x1
or feature in reversed(features):
self.upsamplings.append(nn.Sequential(
nn.Upsample(scale_factor=2, mode='bilinear', align_corners=True),
DoubleConv(feature * 2, feature)
)
: - . )
U-Net: Convolutional Networks for Biomedical self.upsamplings.append(DoubleConv(featurex2, feature))

Image Segmentation

self.bottleneck = DoubleConv(features[-1], features[-1]x2)
self.final_conv = nn.Conv2d(features[@], out_channels, kernel_size=1)

Olaf Ronneberger, Philipp Fischer, and Thomas Brox

Computer Science Department and BIOSS Centre for Biological Signalling Studies,
University of Freiburg, Germany
ronneber@infornatik.uni-freiburg.de,

WWW home page: hetp://Lub. informatik.uni-freiburg.de/




2D Unet to 3D Unet

A Review 2D Unet

input
image (s
tile

U-Net: Convolutional Networks for Biomedical
Image Segmentation

Olaf Ronneberger, Philipp Fischer, and Thomas Brox

Computer Science Department and BIOSS Centre for Biological Signalling Studies,
University of Freiburg, Germany
ronneber@infornatik.uni-freiburg.de,

WWW home page: hetp://Lub. informatik.uni-freiburg.de/

output
segmentation
map

Labd b

=»conv 3x3, ReLU
copy and crop
¥ max pool 2x2
4 up-conv 2x2
=» conv 1x1

UNET2D(nn.Module) :
f __init__(self, in_channels=3, out_channels=1, features = [64, 128, 256, 512]):
super(UNET2D, self).__init__()
self.downsamplings = nn.ModuleList()
self.upsamplings = nn.ModuleList()
self.pool = nn.MaxPool2d(2, 2)

for feature in features:
self.downsamplings.append(DoubleConv(in_channels, feature))
in_channels = feature

» feature in reversed(features):
self.upsamplings.append(nn.Sequential(
nn.Upsample(scale_factor=2, mode='bilinear', align_corners=True),
DoubleConv(feature * 2, feature)
)
)

self.upsamplings.append(DoubleConv(feature*2, feature))

self.bottleneck = DoubleConv(features[-1], features[-1]1%2)
self.final_conv = nn.Conv2d(features[0], out_channels, kernel_size=1)

f forward(self, x):

skip_connection = []

for down_sampling in self.downsamplings
x = down_sampling(x)
skip_connection.append(x)
x = self.pool(x)

x = self.bottleneck(x)
skip_connection = skip_connection[::-1]

or idx in range(@, len(self.upsamplings),
x = self.upsamplings[idx](x)
skip_connection_feature = skip_connection[idx//2]
concatenated_features = torch.cat([x, skip_connection_feature], dim=1)
x = self.upsamplings[idx+1](concatenated_features)

return self.final_conv(x)



2D Unet to 3D Unet

DownSampingDouble3DCNN(nn.Module):
def __init__(self, in_channels=None, out_channels=None, bottleneck= ) — None:
in_channels=out_channels//2, out_channels=out_channels, kernel_size=(3,3,3), padding=1)
residual = self.relu(self.bnl(self.convl(x)))

odiize 6T 6 3 super(DownSampingDouble3DCNN, self).__init__ ()
self.bn2 = nn.BatchNorm3d(num_features=out_channels)
residual = self.relu(self.bn2(self.conv2(residual)))
I&ii out = residual

3
£ self.convl = nn.Conv3d(
i I[b
self.relu nn.ReLU()

in_channels=in_channels, out_channels=out_channels//2, kernel_size=(3,3,3), padding=1)
¥ e o 1204250 128 self.bottleneck = bottleneck

self.bnl = nn.BatchNorm3d(num_features=out_channels//2)
y f not bottleneck:
self.pooling = nn.MaxPool3d(kernel_size=(2,2,2), stride=
d g
250

self.conv2 = nn.Conv3d(
forward(self, x):

128 256 256451,

= concat if not self.bottleneck:
P> conv(+ BN) + Relu out = self.pooling(residual)
‘ max pool turn out, residual
up-conv
’ conv

3D U-Net: Learning Dense Volumetric
Segmentation from Sparse Annotation

Ozgiin Gigek'?, Ahmed Abdulkadir'*, Soeren S. Lienkamp?®?, Thomas
Brox"?, and Olaf Ronneberger':2®

1 Computer Science Department, University of Freiburg, Germany

2 BIOSS Centre for Biological Signalling Studies, Freiburg, Germany
8 University Hospital Freiburg, Renal Division, Faculty of Medicine, University of
Freiburg, Germany
* Department of Psychiatry and Psychotherapy, University Medical Center Freiburg,

Germany
° Google DeepMind, London, UK
cicekOcs .uni-freiburg.de




2D Unet to 3D Unet

D 3D Unet 12 UpsamplingDouble3DCNN(nn.Modul

def __init__(self, in_channel res_channels=0, out_channel one, last_layer
num_classes=None):
super(UpsamplingDouble3DCNN, self).__init__()
3 a2 04 o418 64 64 self.last_layer = last_layer
self.num_classes = num_classes
self.upconvl = nn.ConvTranspose3d(
in_channels=in_channels, out_channels=in_channels, kernel_size=(2, 2, 2), stride=2)
self.relu = nn.ReLU()
self.bnl = nn.BatchNorm3d(num_features=in_channels)
self.bn2 = nn.BatchNorm3d(num_features=in_channels // 2)
self.convl = nn.Conv3d(

in_channels=in_channels + res_channels,

1 | out_channels=in_channels,
Bl (> [>| kernel_size=(3,3,3),
padding=1)

self.conv2 = nn.Conv3d(

‘ 128 256 2584512 256 in_channels=in_channels, out_channels=in_channels // 2, kernel_size=(3,3,3), padding=1)
if self.last_layer:
—t =
> self.conv3 = nn.Conv3d(
3 o = concat in_channels=in_channels // 2,
—f conv (+ BN) + ReLu out_channels=num_classes,
B max pool kernel_size=(1,1,1))
Upzcony. forward(self, x, residual=None):
» conv out = self.upconvi(x)
if residual is not None:
3D U-Net: Learning Dense Volumetric if out.shape[ = residual.shape[2:
Segmentation from Sparse Annotation residual = F.interpolate(
residual,
e . . . 5 size=out.shape[2:],
Orgiin Gigek" 2, Ahmed Abdulkadir' ¢, Soeren S. Lienkamp??, Thomas i trili \
Brox!?, and Olaf Ronneberger'> mode="trilinear',
S rners=False
! Computer Science Department, University of Freiburg, Germany align_corners=Fal
2 BIOSS Centre for Biological Signalling Studies, Freiburg, Germany
3 University Hospital Freiburg, Renal ion, Faculty of Medicine, University of out = torch.cat([out, residuall, dim=1)
Freiburg, Germany s ’ ’
4 Department of Psychiatry and Psychotherapy, University Medical Center Freiburg,
G <
§ oo Boaniie, Tioniion, UK. out = self.relu(self.bnl(self.convl(out)))
cicokacs .uni-froiburg.de out = self.relu(self.bn2(self.conv2(out)))

if self.last_layer:
out = self.conv3(out)
out]




2D Unet to 3D Unet

Unet3D(nn.Module)

f __init__(self, in_channels=3, num_classes=3, num_features=[64, 128, 256,
super(Unet3D, self).__init__ ()
" self.downsamplings = nn.ModulelList()
} 6128 64

% 2 self.upsamplings = nn.ModuleList()
> for i in range(len(num_features) - 1):
self.downsamplings.append(
T

DownSampingDouble3DCNN

_channels=in_channels if i = 0
1284255 128
>

num_features[i-1],
out_channels=num_features[i]))
i[}ibi self.bottleneck
250

= DownSampingDouble3DCNN(

in_channels=num_features[-2], out_channels=num_features[-1], bottleneck=T

$ = o= anviote
) — T ph
r 20

for i in range(len(num_features) - 1, 0, -1)
self.upsamplings.append(
concat UpsamplingDouble3DCNN(in_channels=num_features[i], res_channels=num_features[i-1]
ﬁbﬁ conv (+ BN) + Relu out_channels=num_features[i-1])
4 ‘ max pool
up-conv

’ conv

UpsamplingDouble3DCNN(in_channels=num_features[8], res_channels=0
last_layer=True,
f forward(self,

num_classes=num_classes)
residuals = []

downsampling_layer in self.downsamplings:
x, residual = downsampling_layer(x)
residuals.append(residual)

X, _ = self.bottleneck(x)

idx, upsampling_layer in enumerate(self.upsamplings)
x = upsampling_layer(x, residual=residuals[-idx-1])
x = self.last_layer(x)
return x
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RN SA 2 0 2 3 RSNA 2023 Abdominal Trauma Detection

Stage 1 - 3D segmentation 3D segmentation

4 A
( 2 Stage AI‘Ch IteCtU re \ 2D Organ Classification 3D Organ Segmentation

TR s R i iy 1
————————————————————————— 0 1
“ it 4D SEgiarlEi i | Encentiet2 ResNet-18 }—.‘M
1 1 |
; D ! increased stride ! increased stride i
1 Windowing { ! Volume Crops + Masks : Select 96 Equidistant Siciad | |
1 ! i Slices w/ Crop. i ' 256 x 256 x 256 '
! R ¥ ' infe frame level isbeis | Crop spleen /lver /kicney
\ 1 "
| H ( H \
f Rescaling i : : l 2D Injury Classification 2.5D Injury Classification
: L] ! V i
1) 1 U U
! ] ] Split Slices Y X
{ Preprocessing 1 : i by g—Channels ConvNext-v2/ | | CoatNet+ RNN plinjury)
————————————————————————— t g 32 x 3 slices MaxVvit
1 Resolution: 128x128x128 ] \ 11 classes healthy / low / high
- p—————— e e e e

2.5 Approach CNN + RNN ! SAIAXI08

= =
Final Scored g 2|z 2D CNN Based
Predictions 2 a3 & Encoder

Segmentation Feature Images
Fe Head Shape: BSx32x3x384x384 |
Shape: BSx32xNum classes !

Stage 2 - 2.5D CNN + RNN

- o & \ — )
Series Injury Classification 2 p(injury) 2 ‘SD CNN + RNN

i tr | Max, Avg l
Dense + 7
Entiesenes 1w Ol s Altention ::I—A Concat |»  MLP }—» p(injuries)

T 11 classes

Source: 1st place solution: Source: 2nd place solution:

https://github.com/Nischaydnk/RSNA-2023-1st-place-s https://github.com/TheoViel/kaggle rsna_abdominal_trau
olution ma



https://github.com/TheoViel/kaggle_rsna_abdominal_trauma
https://github.com/TheoViel/kaggle_rsna_abdominal_trauma
https://github.com/Nischaydnk/RSNA-2023-1st-place-solution
https://github.com/Nischaydnk/RSNA-2023-1st-place-solution
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RN SA 2 0 2 3 SNA 2023 Abdpminal Trauma Detection

m al injuris

D WiﬂdOWing 1 pandas as pd

file_path = '/kaggle/input/rsna-2 1-trauna-detection/trair

Preprocessing

Staoce - OO sntati -
Stage 1 - 3D segmentation [ X ] CERETLERELAT ek o L e )
~
2 Stage Architecture \
77777777777777777777 - e (dicom_tags_df.
def get_windowed_image(dcm, WL=50, WW=400): dicom_tags_df .head
~ wesowmm ~ Crops s sl st resI, resS = dcm.Rescalelntercept, dcm.RescaleSlope | .0 35
= T < HighBit ImageOrientationPatient ImagePositionPatient InstanceNumber W indowCenter WindowWidth FileMetalnformationVersion  ImplementationClassUID I
— : ing = dem. to_numpy_image () R b n. e am E——
J o) o, ;
/ Frie

[1.00000, 0.00000,
000000, 0.00000,

img get_standardized_pixel_array(dcm)

3 _ 2 : 1100000, 000000,
: REE ' ; N ; . 000000, 0,00000;
; o seons | 5’:’:5 o DoNNBased |, : img resS * img + resI 100000,
! _ i ! [1.00000, 0.00000,
: == . ' ) - 000000, 0,000
i S Pl upper, lower = WL+WW//2, WL-WW//2

3
‘Shape: BSx32xNum classes.

in(i - n [1.00000, 0.00000, g
"""""""""""""""""""""""""""""""" i - prckgp.fwi:%x()m (), lower, upper) Mﬂﬂgg(fuggg?ﬁ 2358685 1736.00]
Stage 2 - 2.5D CNN + RNN X = X / np.max(X)
X (X*255.0) .astype('uint8')

return X

DICOM Image




RNSA 2023

Late Submission  JCE

NA 2023 Abdominal Trauma Detection

and classify traumatic abdominal injuries

Preprocessing d Rescaling

. o Volume input shape (1022, 512, 512)

Stage 1 - 3D segmentation Volume segmentation shape (1022, 512, 512)

- - \ 100% | | 7/7 [00:00<00:00, 170.30it/s]
2 Stage Architecture e rr—

> Windowing Volume > Crops + Masks + Select 96 Equdistant
Slicos wi Crop
n N
o o [ |
-
Rescaling
| v
[
' by 3-Channels
\ 32 x 3 slces

v

Final Scored gl 8
Predictions |~ g
2|8

e 2D NN Based
ncoder

. . - |
v

‘Segmentation Feature Images |
Head

Stage 2 - 2.5D CNN + RNN

Resize(spatial_size=(100, 100, 100))

from monai.transforms import Resize

image_sizes = [128, 128, 128]

R = Resize(image_sizes)

Source: monai



RNSA 2023

3D segmentation

Stage 1 - 3D segmentation

a1 1280288 128

§ = o= o— 20
PP — e
3 200

.
e E;
»

44

ominal Trauma Detection

al injuries

TimmSegModel(nn.Module) :
__init__(self, backbone, segtype
super(TimmSegModel, self).__init__

pretrained=Fal
owi2e o4 oa 3
self.encoder = timm.create_model(
> backbone,
in_chans=3,
features_only=True,
drop_rate=drop_rate,
drop_path_rat rop_path_rate,
pretrained=pretrained
)
g = self.encoder(torch.rand(1, 3, 64, 64))
encoder_channels = [1] + [_.shape[1] for _
decoder_channels = [256, 128, 64, 32, 16]
if segtype = 'un
self.decoder

smp.decoders.unet.decoder.UnetDecoder(

concat Y
conv (+ BN) + Relu encoder_channels=encoder_channels[:n_blocks+1],
max pool decoder_channels=decoder_channels[:n_blocks],
up-conv n_block

conv

self.segmentation_head = nn.Conv2d(
decoder_channels[n_blocks-1],
out_dim, kernel_size=(3, 3),
1), padding=(1, 1))

forward(self,x):

global_features = [0] + self.encoder(x)[:n_blocks]
seg atures self.decoder(*global_features)
seg_features = self.segmentation_head(seg_features)
r n seg_features

3D segmentation (note read the comment to adjust the code) :
https://www.kaggle.com/code/hagishen/rsna-2023-1st-place-solution-train-3d-seg/notebook

Late Submission  JCE

backbone = snetl8d'

m = TimmSegModel(backbone)

m = convert_3d(m)

print(m(torch.rand(1, 3, 128,128,128)).sl1ape)|

X X ]
def convert_3d(modul.
module_output = module

if isinstance(module, torch.nn.BatchNorm2d):

elif isinstance(module, Conv2dSame):
module_output nv3dSame (
in_channels=module.in_channels,

out_channels=module.out_channels,
_size=module.kernel_size[0],
odule.stride[0],
module.padding[0],
tion=module.dilation[0],
group: odule.groups,
bias=module.bias is

not None,
)
module_output.weight =

torch.nn.Parameter(module.weight.unsqueeze(-1).repeat(1,1,1,1,module.kernel_size[0]))



https://www.kaggle.com/code/haqishen/rsna-2023-1st-place-solution-train-3d-seg/notebook

2.5D Model

A Feature extraction and LSTM head

2 Stage Architecture

Cross
=)  P(injury) Entropy
Loss

Bsx32x3

Stage 2 - 2.5D CNN + RN
Using 2D segmentation (auxiliary)

Dice
Loss

i J Input: stacking 32
.

slides (3 channels)
Segmentation Mask

CNN model can be replaced by ViT model (Swin, CoaT...)
RNN can be replaced RNN series (RNN, LSTM) + Attention / Transformer Head



2.5D Model

A Review RNN/LSTM

RNN Bidirectional RNN

° RNNs are a class of neural networks that allow previous outputs
to be used as inputs while having hidden states.

o @ 0 o
—

Source: PyTorch RNN Tutorial - Name Classification Using A Recurrent Neural Net Fig 1: General Structure of Bidirectional Recurrent Neural Networks. Source: colah’s blog



https://www.youtube.com/watch?v=WEV61GmmPrk

2.5D CNN + Sequences Model

[d Feature extraction and LSTM head | Simple Step by Step version

timm
torch
import torch.nn as nn

input_tensor = torch.randn(2, 11, 3, 224, 224)

print("- Original input e:", input_tensor.size())

name = 'coatnet_1_rw_224'
encoder = timm.create_model(

name,

pretrained=Nc

num_classes=0

global_pool="avg" if "coat" in name

n_frames, c input size()
input_tensor. vi 1 , h, W)

and width is {h}x{w}")
features = encoder(x
num_classes = 11
print("- 0 er:", features.shape)
- Original input torch. Size(
- Reshaped input for CNN: torch.Size(

batch size 2 num channels 3, height
- Output after encoder: torch.Size(

Cross
== LSTMhead == Pinjury) Entropy
Loss.

Input: stacking 32 1
slides (3 channels)

Segmentation
Head - Dice
Loss

Segmentation Mask

mean_ = lstm_output.mean(1)
max lstm_output.amax(1)
print(" ", mean_.shape)
print("- Max:", max_.shape)

lstm_layer = nn.LSTM(
input_siz ncoder.num_features,
hidden_size=encoder.num_features // 4,

batch_first=True,
bidirectional=True

features = features.view(bs, n_frames, -1)

print(" LSTM:", features.shap
print(" p : ", features.shape)
1stm_output, (hn, cn) 1stm_layer(features)
print("\n LSTM result s
print("+ Output a

print(" \n \n >> Final output Lc

- Mean: torch.Size([2,
- Max: torch.Size([2, 3841)
, lstm_output.shape)

11, 7681)

5 >> Final output logit torch.Size([
681)

|» Reshaped features for LSTM: torch.Size([2
- After compute mean: torch.Size([2, 11, 7.

LSTM result shape
+ Output size after LSTM layer

- After LSTM mean max: torch.Size([2

features_after_lstm torch.cat([mean_, max_], -1)
print("- After LSTM mean max:", features_after_lstm.shape)

linear_layer = nn.Linear(encoder.num_features, 13)
cls_result linear_layer(features_after_Llstm)

, cls_result.shape)

, 768]1)

13]) |



2.5D CNN + Sequences Model

[ Segmentation Head | Simple Step by Step version

Cross
- - = LSTMhed = rey | Sorny
Loss

Input: stacking 32
slides (3 channels)

s x32x3 Segmenlahon ||
e . =
Loss

Segmentation Mask

immapguet elals output
tile | segmentation
gl o 4 5 map
>

=»conv 3x3, ReLU
copy and crop
¥ max pool 2x2
4 up-conv 2x2
= conv 1x1

model_name

coatnet_

model = timm.create_model(
model_name,
pretrained=True,

stem_input

layerl_fts
layer2_fts
layer3_fts
layerd_fts

model.stem(x)

= model.stages[0

model.stages[1
model.stages[2

= model.stages[3

print(features.shape)
: stem_input.shape)

print("“st
print("1
print("l I
print(‘Layv'

stem:
layer 1:
layer 2:
layer 3:
layer 4:

1", layerl_fts.
, layer2_fts.
, layer3_fts.
, layer4_fts.

torch.

torch.Size([22, 64,
torch.Size([22, 96,
Size([22,
torch.Size([22,
torch.Size([22,

112,
56, 56])
192,
384,
768,

stem_input)
layerl_fts)
layer2_fts)
layer3_fts)

shape)
shape)
shape)
shape)

112])
28, 28])

14, 14])
7, 71)

t torch.nn

UNetDecoderBlock(nn.Module):
__init__(self, in_channels, ri
super(UNetDecoderBlock, self)
self.upconv = nn.ConvTransp

in_channels, out_chan
self.conv = nn.Sequential(
nn. Conv2d(
out_chann
nn.ReLU(inplace
nn.Conv2d(
out_channels,
nn.ReLU(inplace=True)

kernel_size=2, stride=2)

channels, out_channels, kernel_siz

out_channels,

kernel_size=3, padding=1),

ard(self, x
self.upconv

torch. cat([ , dim=1)

encod
decoder_channel
unet_block_4 = UNetDecoderBlock(
in_channels

unet_fts_3
print("u

unet_block__
in_channe

unet_fts_.

print("unet_f

unet_bloc

unet_fts_1
print("unet_f

unet_bll

features_multiple_resolution
unet_fts_4, unet_f

= 192, out_channels =
layer2_fts)
e)

96 , out_channe
layerl_fts)

, out_channels =
, stem_input)

torch.Size([22, 384,
unet_fts_
unet_fts_:
unet_fts_:
unet_fts_

, padding=1),

14, 14])
torch.Size([22,
torch.Size([22,
torch.Size([22,
torch.Size([22,

384,
192,
96,
64,




2.5D CNN + Sequences Model

[d Segmentation Head - use FPN to 1 Segmentation Head - all together!
combine features

SegmentationHead(nn.Module
import torch ef , encoder, mask_size
import torch.nn gmentationHea
t torch.nn.functional self.encoder = encoder
1f.mask_size mask_size
FPN(!jnJ’\odule): . - e b 5 S if 'coat' in self.encoder.name:
__init__(self, mqu,;hannels. 1ist, output_channels: list, mask_size = (112, 112)): encoder_channels = [64, 96, 192, 384, 768]
super(FPN, ;elf} intt__() decoder_channels = [384, 192, 96, 64]
self.mask_size = mask_size output_channels = 32
self.convs = nn.Modulelist( self.unet_blocks = nn.ModuleList([
[nn.Sequential( UNetDecoderBlock(encoder_channels[-(1 + 1)1, encoder_channels[-(1 + 2)],
nn.Conv2d(in_ch, out_ch * 2, kernel_size= decoder_channels[i]
for i1 in range(len(decoder_channels))
nn.ReLU(inplace=True), D . ‘ _ ~ .
R T o ) self.fpn = FPN(decoder_channels, [output_channels * 4])
nn.Conv2d(out_ch * 2, out_ch, kernel_size=3, padding=1)

2 current_channels = output_channels * 3
) for in_ch, out_ch in zip(input_channels, output_channels)]

ers = len(decoder_channels)
intermediate_channels = [current_channels // 2x*i for i in range(num_layers)]
layers = []
forward(self, xs: list): for ic in intermediate_channels:

layers.append(nn.Conv2d(current_channels, ic, i , stride=2, padding=1))

e layers.append(nn.BatchNorm2d(ic))

: : : 1 . end(nn.ReLU 12 True)

F.interpolate(c(x), size=self.mask_size, mode='bilinear', align_corners=False) rz"{e;"tagngneq’; :9‘(11”9 a ue))

: for 1, (c, x) in enumerate(zip(self.convs, xs)) layers.append(nn.Conv2d(current_channels, 1,

self.seg_cnn_layers = nn.Sequential(*layers)
print(len(hcs))

return torch.cat(hcs, dim=1) def forward(self, intermediate_features):

f 'coat' in self.encoder.name:
layer4_encoder_feature, layer3_encoder_feature, layer2_encoder_feature,
layerl_encoder_feature, stem_inpt intermediate_features

unet_fts_4 s .unet_blocks a & coder_feature,

unet_fts_ _feature,

3 "
unet_fts_2 : _feature,
1

unet_fts_ _feature, stem_input)
segmentation_features = self.fpn([unet_fts_4, unet_fts_3, unet_fts_2, unet_fts_1])
x = F.interpolate(

segmen ion_features, size=self.mask_size, mode='bilin , align_corner:
pred_masks = self.seg_cnn_layers(x)

rn pred_masks




2.5D CNN + Sequences Model

A Segmentation Head - all together!

SegmentationHead(nn.Module):
jef __init__(self, encoder, mask_size=(112, 112)):
super(Segmentat ionH ). __init__()
self.encoder = encoder
4 self.mask_size

‘coat’ self.encod

encoder_channels
output decoder_channel 64]
segmentation 3 e
o o ! output_channels =

4 & map self.unet_blocks = nn.ModuleList([
a3 UNetDecoderBlock(encoder_channels[-(1 + 1)], encoder_channels[-(i1 + 2)],
hannels[i])

I for i in range(len(decoder_channels))

input
image
tile

1)
self.fpn = FPN(decoder_channels, [output_channels * 4])

current_channels = output_channels * 3

num_layers = len(decoder_channels)

2l 3 intermediate_channels [current_channels // 2**{ for i in range(num_layers)]
layers = []

for ic in intermediate_channel

Hj 256 ' layers.append(nn.Conv2d(current_channels, ic, kernel_si. rid padding=1))

= conv 3x3, ReLU s.append(nn.BatchNorm2d(ic))
ers.append(nn.ReLU( inplace=True))

current_channels = ic

¥ max pool 2x2 layers.append(nn.Conv2d(current_channels, 1, kernel_s

4 up-conv 2x2 elf.seg_cnn_layers = nn.Sequential(*layers)

=» conv 1x1 def forward(self, intermediate_features):
if 'coat' self.encoder.name:
layer4_encoder_feature, layer3_encoder_feature, layer2_encoder_featu
layerl_encoder_feature, stem_input = intermediate_feature

copy and crop

self.unet_blocks[3](layerd_encoder_feature, layer coder_feature)
self.unet_blocks[2](layer3_encoder_feature, lay coder_featu
self.unet_blocks[1](layer2_encoder_feature, layerl encoder_feature)
self.unet_blocks[0](layerl_encoder_feature, stem_input)

segmentation_featur self.fpn([unet_fts_4, unet_fts_3, unet_fts_2, unet_fts_1])
= F.1interpolate(
segmentation_features, size=self.mask_ , mode='bilinear', align_corner
pred_masks = self.seg_cnn_layers(x)
return pred_masks

return None




2.5D CNN + Sequences Model

d 2.5D CNN + Sequence Model - all together!

forward(
if self.head_3
bs, n_frames, c, h = x.size()
xtract_features(self, x): x (bs*n_fr » € hy W)
Segmentatic ad feature_output = self.encod
intermediate_feature = None
. 57 if self.segmentation_aux and 'coat' in self.encoder.name:
encoder, layer@_encoder_feature .encoder.stem(x)
num_classes layerl_encoder_feature .encoder.stages[0](layer@_encoder_feature)
num_classes_aux = 11, layer2_encoder_feature .encoder.stages[1](layerl_encoder_feature)
n_channel 3 layer3_encoder_feature .encoder.stages[2](layer2_encoder_feature)
layer4_encoder_feature .encoder.stages[3](layer3_encoder_feature)

fts, intermediate_features elf.extract

print("fts ", fts.shape)

if self.head_3d

f fts.view(bs, n_fram
fts = self.forward_head3d(ft:

output = self.last_lay
g;;s;‘;;‘:un e . intermediate_features [
it () - layer4_encoder_feature,
e layer3_encoder_feature,
layer2_encoder_feature,
layerl_encoder_feature,
layer@_encoder_feature

1

if self.num_classes_

gmentation_output = s ntation_head(intermediate_features)

.encoder = encoder

mentation_output
if self.num_classes_aux >
elf.aux

.num_features= enc r.num_features
lasses = num_classes
Fanunlclassest auxi=inuniclassestatx
.n_channels = n_channels
f.head_3d = head_3d fts = self.dropout(fts)
CILATEIES & DL turn fts, intermediate_features
self.dropout = nn.Dropout(p=dropout_rate) if dropout_rate > 0 else nn.Identity() =

aux_output = torch.
eturn output, aux_output |

C forward_head3d(self,
head_3d s : s
self.lstm = nn.LSTM(input_size Lf.num_features, self.head_3d stm
hidden_size = self.num_features // 4, X, self.lstm(x)
batch_first T mean x.mean(1)
max_ = x.amax(1)
torch.cat([mean, max_], dim=1)

class CustomLoss(nn.Module):
def _init__(self
super(CustomLoss, self). _init_ ()

self.bce - nn.BCEWithLogitsLoss()
self.dice - smp.losses.DiceLoss(smp.losses.MULTILABEL_MODE, from_logits-True

f forward(self, puts, targets, s_target
loss1 - self.bce(outputs, targets)
self.last_layer = nn.Linear(self.nun_features, self.num_classes)

masks_outputs masks_outputs. float()
if self.num_classes_aux

if segmentation_aux:
1f.aux_layer gmentationHead(self.encoder)

masks_targets - masks_targets.float().flatten(d, 1)

. loss2 - self.dice(masks_outputs, masks_targets)
self.aux_layer = nn.Linear(self.num_features, self.num_classes_aux)

loss - lossl + (loss2 + CFG.segw)

loss.




Upsampling layer (optional)

[d  Upsampling layer: ConvTranspose2d, Interpolation or Pixel Shuffle

ConvTranspose2d

Using deconvolution.
Heavy checkerboard artifacts.

Input Kernel
01 T 01
213 Conv 2|3
Artifact
Output
ofo ofl1 oflo]f1 ) ) )
Using resize-convolution.
=|o]o + 2|3 |+|o]2 + o|3|=]|of4]s i
4|8 6o [4]12]0 No checkerboard artifacts.

Figure: ConvTranspose2d 2x2
Src: D21.ai

Less Artifact

The overlap pattern also forms in two dimensions. The uneven overlaps on the
two axes multiply together, creating a characteristic checkerboard-like pattern
of varying magnitudes.

Source: https://distill.pub/2016/deconv-checkerboard/


https://distill.pub/2016/deconv-checkerboard/

Upsampling layer (optional)

Pixel Shuffle

AL
T ‘
i

e https://stackoverflow.com/questions/72069125/is-

Anim: 1LuJ Al

animatedai.githuboie


https://docs.google.com/file/d/1AxG1Axsi0xZCh8pgJsKjDUfO8F1kGh9i/preview

Upsampling layer (optional)

Upsampled Image
(PixelShuffle with ICNR initialization)

Notebook Link: [vizualize] pixel-shuffle vs conv-transpose


https://colab.research.google.com/drive/16vuMVA8YZMBX2N7wZ3N4uVGb_rIkXE4i?usp=sharing

Review pipeline

2 Stage Architecture

3D Segmentation

Shape: BSx32xNum classes

1 |
1 |
I 1 !
! 1 1
: 1 |
| = Windowing : ! Volume > Crops + Masks : »| Select 96 Equidistant
1 \\E | Slices w/ Crop
! I v |
. o7 : |
1 /f': I
I > Rescaling 1 |
I 1 !
! 1 1
! . 1 | Split Slices
1 Preprocessing b | by 3-Channels
L g g i ! 32 x 3 slices
; Resolution: 128x128x128 ;
P e s ool
: 2.5 Approach CNN + RNN I
I
! I
: Final Scored z 2D CNN Based :
I inal Score - as
I Predictions g i Encoder :
! 1
! 1
! l I
: Segmentation Feature Images '
: FC Hoad Shape: BSx32x3x384x384
I
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Thank you for watching !

Let's learn more together!
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